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Abstract: This study proposes a real-time estimate of inattention, based on micro-level data. I 

show that a simple specification that estimates the persistence of a forecaster’s deviation from 

the mean provides a direct estimate for parameters of information rigidity according to 

prominent models of expectations. Using the new specification, I revise several main findings 

documented in the previous literature. Inattention levels are higher, with time-variation that 

differs across variables. A significant variation across forecast horizons is also documented, 

posing a challenge to understanding expectations formation. I also report new results from long-

run forecasts and document an unprecedented response to COVID-19. 
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1. Introduction 

The expectations formation process is a crucial building block in macroeconomics. Following 

the “rational expectations revolution", the assumption that expectations are formed by rational 

agents who are fully informed has dominated the literature for a couple of decades. However, 

in recent years there has been a growing recognition of important departures from this 

assumption. One of the prominent approaches emphasizes departures from full information, 

while maintaining the assumption of rationality. In the sticky information model of Mankiw 

and Reis (2002), information is delayed. In the model of Woodford (2002), information 

contains noisy signals. Information processing may reflect varying levels of attention, 

depending on the economic conditions, along the lines of rational inattention theories (Sims, 

2003). These seminal works stress the role of information frictions and heterogeneity in 

understanding the expectations formation process. Utilizing this framework provides an 

alternative description of macroeconomic dynamics and the resulting policy implications. The 

macroeconomic implications of information frictions crucially depend on the size of those 

frictions.     

This study suggests a simple approach to quantify information frictions in expectations, 

using standard micro-level data of forecasts provided in surveys. The new approach could also 

be useful for differentiating between information frictions and alternative models of 

expectations formation. The recent literature widely exploits survey forecasts for assessing 

alternative models of expectations, finding firm support for the presence of information 

frictions in particular (e.g., Carroll, 2003; Mankiw, Reis, and Wolfers, 2003; Capistran and 

Timmermann, 2010; Patton and Timmermann, 2010; Andrade and LeBihan, 2013; Coibion and 

Gorodnichenko, 2012, 2015; Bordalo et al., 2018; Coibion, Gorodnichenko, and Kumar, 2018; 

Angeletos et al., 2020;; Giacomini et al., 2020; see Coibion, Gorodnichenko, and Kamdar, 
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2018, for a literature review). Yet, a systematic empirical framework for quantifying 

information frictions in various standard surveys of forecasts is highly needed.   

Such an important step has recently been made by Coibion and Gorodnichenko (2015) 

(henceforth CG). They provide pervasive evidence for the presence of sizable information 

rigidities in survey forecasts, using a simple specification. As they show, both sticky and noisy 

information models predict a relationship between ex-post mean forecast error and ex-ante 

revision in the average forecast. They estimate this relationship using forecasts from the Survey 

of Professional Forecasts (SPF) and other surveys. In line with the information frictions 

approach, the estimates of the coefficients on forecast revisions are positive and their size is 

used to measure information rigidity parameters in both sticky and noisy information models. 

In addition, CG use the same specification to present evidence for state dependence of 

information rigidity. Specifically, they find that the degree of information rigidity varies across 

variables and countries, during the business cycle and over the course of the Great Moderation.  

However, an important limitation in the specification suggested in CG is that it is not 

applicable at the individual forecast level. Rather, only aggregate time series of mean forecast 

errors and revisions can be used. As stressed by CG, given that a forecast revision made by an 

individual is included in the information set of the revised forecast, it cannot predict the 

individual ex-post forecast error. The predictability of forecast errors by forecast revisions is a 

property that arises only at the aggregate level (i.e., when averaging across agents), due to the 

gradual adjustment of the average forecast in response to surprising shocks. 

This paper shows there is a simple specification that is applicable even at the individual 

forecast level.1 Instead of focusing on forecast errors and revisions, it relies on forecast 

heterogeneity, which is a fundamental property explained by models of information frictions. I 

show that the persistence of a forecaster’s deviation from the mean provides a direct estimate 

for parameters of information rigidity in both the sticky and noisy information models. The 

 
1  Andrade and LeBihan (2013) propose the ratio of forecasters who did not revise their forecast as a 

micro-level measure of delayed information. This measure, however, applies only to sticky information 

models and suffers from some other limitations, as discussed there. 
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proposed specification thus simply relates the deviation of the individual forecast from the mean 

to the lagged deviation. Since it uses forecast data at the individual level, real-time estimates of 

information frictions can be obtained, allowing policy makers to track levels of inattention over 

time. 

I begin by presenting the proposed specification and its underlying intuition. I then 

highlight several important advantages of the specification, beyond the obvious advantage of 

using micro-level data. Next, I show the formal derivation of the specification from models of 

sticky and noisy information and demonstrate how it can be used to differentiate between the 

informational approach and other approaches to modeling expectations formation. In a brief 

empirical analysis, I illustrate the power of the new specification by reconsidering forecast data 

from the SPF survey. I show that information frictions are underestimated by CG, due to a 

downward bias in their method. I further revise two main findings of CG, by exploiting the 

strengths of the new specification. First, information rigidities vary over time, but the time 

trends differ across key macroeconomic variables, which contradicts the uniform trend implied 

by the aggregate method of CG. Second, I document a significant variation in the estimates 

across forecast horizons. This variation poses a challenge to the information frictions approach 

and suggests that an additional important component might be needed to fit the theory with the 

evidence.  

I also provide new estimates of information frictions in forecasts of unobserved 

variables. These are long-run macroeconomic forecasts, which are of particular interest for 

policy makers. Yet, information frictions arising from those forecasts cannot be evaluated under 

the CG approach, since forecast errors are not observed. Interestingly, higher degrees of 

information frictions are obtained for the long-run forecasts, providing a new insight into 

expectations anchoring.   

Finally, I illustrate the usefulness of the new measure in real time, by examining the 

response to COVID-19 in the last available SPF wave from 2020Q2 and find an unprecedented 

rise of attention.   
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2. A New Micro-Level Specification 

The proposed specification builds on the fundamental role of information heterogeneity in 

explaining forecast dispersion, which is widely observed in survey data. Let 𝐹𝑡
𝑖𝑥𝑡+ℎ denote the 

forecast of a variable 𝑥, made by an individual 𝑖 at time 𝑡 with a horizon of ℎ periods ahead, 

and let 𝐹𝑡𝑥𝑡+ℎ be the average forecast across individuals. The proposed specification is the 

following: 

𝐹𝑡
𝑖𝑥𝑡+ℎ − 𝐹𝑡𝑥𝑡+ℎ = 𝑐 + 𝛽(𝐹𝑡−1

𝑖 𝑥𝑡+ℎ − 𝐹𝑡−1𝑥𝑡+ℎ) + 𝑒𝑟𝑟𝑜𝑟𝑡 (1) 

Hence, the specification focuses on the deviation of an individual forecast from the mean. 

Essentially, specification (1) estimates the persistence in this deviation by regressing the current 

deviation from the mean on the lagged deviation. It is shown in the next section that the 

coefficient on the lagged deviation from the mean is equal to the underlying parameters of 

information rigidity in both sticky and noisy information models. Specification (1) therefore 

provides an alternative interpretation of those underlying parameters, by which they are directly 

mapped to the persistence of disagreement among forecasters.  

Specification (1) has three main advantages over the specification of CG. First and most 

obviously, it makes use of much more data at the micro level, which substantially improve the 

accuracy of the parameter estimates. Second, it can be applied to a cross-section of two 

consecutive surveys, made in periods 𝑡 and 𝑡 − 1, or just a few cross-sections of forecasts 

during a very narrow window of time, in order to provide real-time estimates of information 

frictions parameters and to track changes in parameters over time. The time-series specification 

of CG is of very limited efficacy in that context. Third, specification (1) avoids several biases 

which may affect the estimates provided by the specification of CG: 

a) CG have noted that in a noisy information setup, which includes common noise in 

addition to private noise, the error term in their specification is correlated with the 

forecast revision, leading to a downward bias in an OLS estimation. By contrast, 
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specification (1) can handle common noise. As will be demonstrated in the next section, 

the common noise will be concealed by subtracting the average from the individual 

forecast. 

b) The specification of CG uses realizations of the fundamental to form the forecast error, 

which is the dependent variable in their regression. This raises data issues such as which 

of the several official releases of the data do forecasters aim to predict. In specification 

(1) there are no such concerns, since it uses only forecast data. Another important 

advantage of specification (1), related to this point, is that it can estimate information 

rigidities in forecasts of unobserved variables. For example, in the SPF survey there are 

forecasts of long-run inflation, where the forecast error cannot be measured (at least 

with a sufficient degree of certainty). In such a case, the specification of CG cannot be 

applied. Estimating information rigidities with respect to unobserved variables should 

be of particular interest, since the notion of noisy information is straightforward in this 

case, even among professional forecasters such as SPF participants. 

c) As will be shown in the next section, the 𝛽 coefficient in specification (1) precisely 

corresponds to the parameter of information rigidity both in sticky and in noisy 

information models. In the specification of CG, there is a need to transform the 

coefficient estimate to the parameter estimate, which may involve a bias due to Jensen’s 

inequality.    

d) The time-series specification of CG could be sensitive to turnover of participants, 

which is common in surveys of forecasts. Specification (1), on the other hand, can be 

estimated cross-sectionally and even when using a panel there is much less concern if 

the time span of the panel is kept short. 

 

3. Theoretical Derivation 

In this section, I derive specification (1) from the canonical models of sticky and noisy 

information and demonstrate its potential for distinguishing between the information frictions 
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approach and the full information rational expectations (FIRE) approach, as well as other recent 

approaches to modeling expectations formation. 

3.1. Sticky information 

Under the sticky information framework of Mankiw and Reis (2002), it is assumed that the 

acquisition of new information follows a Poisson process, governed by the stickiness parameter 

𝜆. Thus, at each date there is a probability 𝜆 of remaining with the forecast of the previous 

period and a probability (1 − 𝜆) of updating to the current rational expectation. Using the above 

notation, this can be expressed as  

𝐸𝑡[𝐹𝑡
𝑖𝑥𝑡+ℎ] = 𝜆𝐹𝑡−1

𝑖 𝑥𝑡+ℎ + (1 − 𝜆)𝐸𝑡𝑥𝑡+ℎ, (2) 

where 𝐸𝑡𝑥𝑡+ℎ  is the fully informed rational expectation for 𝑥𝑡+ℎ at time 𝑡. Equation (2) 

describes the expected value of an agent’s forecast as a weighted average, while the actual 

forecast at time 𝑡 is either 𝐹𝑡−1
𝑖 𝑥𝑡+ℎ or 𝐸𝑡𝑥𝑡+ℎ. Using equation (2), the actual forecast can be 

expressed as 

𝐹𝑡
𝑖𝑥𝑡+ℎ = 𝜆𝐹𝑡−1

𝑖 𝑥𝑡+ℎ + (1 − 𝜆)𝐸𝑡𝑥𝑡+ℎ + 𝑢𝑡+ℎ,𝑡
𝑖 , (3) 

where 𝑢𝑡+ℎ,𝑡
𝑖 = 𝐹𝑡

𝑖 𝑥𝑡+ℎ − 𝐸𝑡[𝐹𝑡
𝑖 𝑥𝑡+ℎ] is the difference between the actual forecast and its 

expected value. Next, we take the average of (3) across agents. Notice that 𝑢𝑡+ℎ,𝑡
𝑖  vanishes 

away by averaging, since this term captures a difference from the average (𝐸𝑡). Therefore, we 

get that 

𝐹𝑡𝑥𝑡+ℎ = 𝜆𝐹𝑡−1𝑥𝑡+ℎ + (1 − 𝜆)𝐸𝑡𝑥𝑡+ℎ, (4) 

where 𝐹𝑡, without superscript 𝑖, denotes the average forecast across agents at time 𝑡. 

Subtracting equation (4) from (3) yields the predicted relationship between the 

deviation of an individual forecast from the mean and the lagged deviation, as presented in 

specification (1): 

𝐹𝑡
𝑖𝑥𝑡+ℎ − 𝐹𝑡𝑥𝑡+ℎ = 𝜆(𝐹𝑡−1

𝑖 𝑥𝑡+ℎ − 𝐹𝑡−1𝑥𝑡+ℎ) + 𝑢𝑡+ℎ,𝑡
𝑖 . (5) 
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It follows that the coefficient on the lagged deviation from the mean forecast is exactly 𝜆, which 

is the parameter of information rigidity in this model, as it represents the probability of 

remaining uninformed. In the case of perfect information, 𝜆 = 0 and there is no persistence in 

the deviation of forecasters from the mean, because all the forecasters deliver the same FIRE 

(𝐸𝑡𝑥𝑡+ℎ).  When there are information frictions (𝜆 > 0), on the other hand, forecasters will have 

dispersed beliefs depending on their information set, and their deviation from the mean forecast 

will be persistent. The degree of persistence is fully captured by the underlying parameter of 

information rigidity, 𝜆.      

Hence, specification (1) can be estimated to directly assess the degree of information 

rigidity in this model. By equation (5), the error term in the regression should correspond to 

𝑢𝑡+ℎ,𝑡
𝑖 , being zero mean. since it is defined as the difference between actual and expected values 

(𝐹𝑡
𝑖𝑥𝑡+ℎ − 𝐸𝑡[𝐹𝑡

𝑖𝑥𝑡+ℎ]). In addition, 𝑢𝑡+ℎ,𝑡
𝑖  is uncorrelated with the lagged deviation of an 

individual from the average forecast. To see this, notice that the Poisson process of updating 

implies that an event of updating by an individual at time 𝑡 is independent of the forecast 

delivered at time 𝑡 − 1. Thus, we obtain the following: 

𝐸[𝑢𝑡+ℎ,𝑡
𝑖 (𝐹𝑡−1

𝑖 𝑥𝑡+ℎ − 𝐹𝑡−1𝑥𝑡+ℎ)]

= 𝜆 ⋅ 𝐸[(1 − 𝜆)(𝐹𝑡−1
𝑖 𝑥𝑡+ℎ − 𝐸𝑡𝑥𝑡+ℎ)(𝐹𝑡−1

𝑖 𝑥𝑡+ℎ − 𝐹𝑡−1𝑥𝑡+ℎ)] + (1 − 𝜆)

⋅ 𝐸[𝜆(𝐸𝑡𝑥𝑡+ℎ − 𝐹𝑡−1
𝑖 𝑥𝑡+ℎ)(𝐹𝑡−1

𝑖 𝑥𝑡+ℎ − 𝐹𝑡−1𝑥𝑡+ℎ)] = 0 

Hence, an OLS estimation of specification (1) provides an unbiased estimator for 𝜆. 

3.2. Noisy information 

In the noisy information framework, such as in Woodford (2002), individuals are continually 

updated, but they cannot perfectly observe the state of the fundamental. Similar to CG, this 

information constraint is represented by a state-space model, where individuals receive signals 

about the state that contain idiosyncratic noise.   

State: 𝑥𝑡 = 𝜌𝑥𝑡−1 + 𝜐𝑡, (6) 
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Measurement:   𝑦𝑡
𝑖 = 𝑥𝑡 + 𝜔𝑡

𝑖 , (7) 

where 𝜐𝑡 ∼ 𝑖𝑖𝑑 𝑁(0, 𝜎𝜐
2) is the shock to the fundamental and 𝑦𝑡

𝑖 is a signal received by 

individual 𝑖 at time 𝑡 about fundamental 𝑥𝑡, which contains an individual-specific noise 𝜔𝑡
𝑖 ∼

𝑖𝑖𝑑 𝑁(0, 𝜎𝜔
2 ).  

Agents process the noisy signals with a Kalman filter. The optimal forecast of an 

individual follows 

𝐹𝑡
𝑖𝑥𝑡+ℎ = 𝜌ℎ𝐹𝑡

𝑖𝑥𝑡 = 𝜌ℎ[𝐹𝑡−1
𝑖 𝑥𝑡 + 𝐺(𝑦𝑡

𝑖 − 𝐹𝑡−1
𝑖 𝑥𝑡]

= (1 − 𝐺)𝐹𝑡−1
𝑖 𝑥𝑡+ℎ + 𝐺𝜌ℎ𝑦𝑡

𝑖 

(8) 

where 𝐺 is the (steady-state) Kalman gain, which serves as the optimal weight placed on new 

information. Accordingly, equation (8) describes the agent’s forecast for ℎ-steps ahead, as a 

weighted average of the former forecast for 𝑡 + ℎ (𝐹𝑡−1
𝑖 𝑥𝑡+ℎ) and the new signal (𝑦𝑡

𝑖). Perfect 

information implies that 𝜎𝜔
2 = 0 and hence 𝐺 = 1. In this case, only the (perfect) signal will be 

taken into account and no weight will be placed on previous forecasts. By contrast, when signals 

are noisy, agents rely, to some degree, on their previous forecast. Thus, the weight placed on 

the past, (1 − 𝐺), represents the degree of information rigidity in this framework. 

Averaging equation (8) across agents yields 

𝐹𝑡𝑥𝑡+ℎ = (1 − 𝐺)𝐹𝑡−1𝑥𝑡+ℎ + 𝐺𝜌ℎ𝑥𝑡+ℎ, (9) 

where forecasts on both sides are mean forecasts and the signal 𝑦𝑡
𝑖 is replaced by 𝑥𝑡+ℎ, because 

the idiosyncratic noise vanishes away by averaging. The relation between an agent’s deviation 

from the mean and the lagged deviation is then obtained by subtracting (9) from (8): 

𝐹𝑡
𝑖𝑥𝑡+ℎ − 𝐹𝑡𝑥𝑡+ℎ = (1 − 𝐺)(𝐹𝑡−1

𝑖 𝑥𝑡+ℎ − 𝐹𝑡−1𝑥𝑡+ℎ) + 𝑢𝑡+ℎ,𝑡
𝑖 , (10) 

where I follow the above definition of 𝑢𝑡+ℎ,𝑡
𝑖 = 𝐹𝑡

𝑖 𝑥𝑡+ℎ − 𝐸𝑡[𝐹𝑡
𝑖 𝑥𝑡+ℎ]. In the noisy information 

framework, this difference between the actual individual forecast and its expected value is 

𝐺𝜌ℎ𝜔𝑡
𝑖 . Hence, equation (10) is similar to equation (5), which was obtained for the sticky 

information model. In both equations the deviation of an individual forecast from the mean is 

persistent and there is an innovation captured by the error term 𝑢𝑡+ℎ,𝑡
𝑖 . The persistence of the 
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deviation from the mean forecast directly corresponds to the parameter of information rigidity. 

With sticky information it is 𝜆, and with noisy information it is (1 − 𝐺), which represents the 

tendency to rely on old information, due to the noise in the new information. 

It also follows that estimating the regression coefficient in specification (1) by OLS 

provides an unbiased estimator for (1 − 𝐺), since the regression error term  𝑢𝑡+ℎ,𝑡
𝑖 =  𝐺𝜌ℎ𝜔𝑡

𝑖  

has a zero mean and the noise 𝜔𝑡
𝑖  is assumed to be uncorrelated with noise at time 𝑡 − 1 or 

across agents. 

Also notice that equation (10) applies even when the signal 𝑦𝑡
𝑖 contains a common 

noise. This is because the common noise  should appear in both equations, (9) and (8), and, as 

a result, should vanish when subtracting the mean from the individual forecast (see Appendix 

A for a formal derivation). As noted in the previous section, this is not the case in the 

specification of CG, where the presence of a common noise can cause an estimation bias.2      

3.3. Relation to other models 

As demonstrated above, information heterogeneity in the expectations formation implies some 

degree of persistence in forecast disagreement. In both sticky and noisy information models, 

the deviation of forecasters from the mean represents differences in information. Over time 

information gaps are gradually closed, either because people are getting more and more updated 

(sticky information), or because they are better able to filter out idiosyncratic noise (noisy 

information). As a result, individual forecasts converge to the mean at a rate equal to the degree 

of information rigidity: 𝜆 or (1 − 𝐺).  Consequently, the coefficient in specification (1) is 

constrained by 0 < 𝛽 < 1. 

Alternatives include an immediate convergence to the mean (𝛽 = 0) or no convergence 

at all (𝛽 = 1). These extreme cases are predicted by several alternative approaches to modeling 

 
2 Another point raised by CG is that with noisy information, unlike with sticky information, their 

proposed specification depends on the data-generating process. This also applies to the specification 

proposed here. In Appendix B, I show an extension to the AR(p) process. The result is analogous to that 

of CG: specification (1) is just augmented by additional lagged deviations from the mean, with shorter 

horizons. 
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expectations. The FIRE approach is an example of an immediate convergence. Although in its 

common form the FIRE approach imposes 𝛽 = 0 just because everyone has identical forecasts 

equal to 𝐸𝑡𝑥𝑡+ℎ, one may also consider a less restrictive approach where forecast dispersion is 

allowed simply because of some i.i.d. “reporting error” in the forecast. For example, suppose 

that the forecast is  𝐹𝑡
𝑖𝑥𝑡+ℎ = 𝐸𝑡𝑥𝑡+ℎ + 𝜖𝑡

𝑖, where 𝜖𝑡
𝑖 is an i.i.d. zero-mean reporting error that 

is uncorrelated cross-sectionally or over time. In this case, the individual forecast deviates from 

the average by 𝜖𝑡
𝑖. However, this deviation has a zero degree of persistence since 𝜖𝑡

𝑖 does not 

affect the forecast beyond time 𝑡. As a result, when estimating specification (1), we still expect 

that 𝛽 = 0. 3 

At the other extreme, if the underlying reason for forecast disagreement is a behavioral 

bias, we can obtain 𝛽 = 1. Intuitively, if an agent differentiates herself from the mean belief on 

purpose, despite holding the same information, then this difference should persist, and there 

will be no convergence pattern. An example of such a behavioral bias is the model with 

asymmetric loss by Capistran and Timmermann (2009), where agents’ forecasts are biased due 

to a preference for negative over positive forecast errors or vice versa. Heterogeneity in the bias 

parameters is responsible for forecast disagreement. In Appendix C, I show that this framework 

produces deviations from the mean belief that are fully persistent, resulting in  𝛽 = 1.4  

To sum up, specification (1) is helpful not just for quantifying information frictions in 

expectations under the informational approach but also for testing competing approaches that 

impose  𝛽 = 0 or 𝛽 = 1.  

4. SPF Evidence Revisited 

This section provides a brief empirical analysis that revises some of the main findings reported 

in CG, by utilizing the micro-level specification (1). I reexamine information frictions in the 

 
3Notice the similarity of the reporting error 𝜖𝑡

𝑖 to the idiosyncratic noise 𝜔𝑡
𝑖 , as defined in equation (7) of 

the noisy information model. However, the important distinction is that the forecaster is able filter out 

the noise 𝜔𝑡
𝑖 , and the convergence to the mean forecast arises from this filtering process. The reporting 

error, by contrast, is an error component that cannot be filtered out.  
4 Another example of a permanent disagreement is the model of Patton and Timmermann (2010), with 

disagreement about long-run means. See an analysis in Appendix D.   
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widely studied Survey of Professional Forecasters run by the Philadelphia Federal Reserve, 

focusing on four key macroeconomic variables: CPI inflation, real GDP, 3-month Treasury bill 

rate, and unemployment rate. SPF forecast data on GDP and unemployment is available from 

1968Q1 and on inflation and T-bills from 1981Q3. 

4.1. Eliminating estimation biases 

As discussed above, estimates of information rigidity reported in CG may suffer from biases, 

especially due to the presence of a common noise. Applying specification (1) allows us to assess 

those possible biases quantitatively and to obtain more reliable estimates. The CG specification 

relates mean forecast errors to forecast revisions. Using our above notations, we have 

𝑥𝑡+ℎ − 𝐹𝑡𝑥𝑡+ℎ = 𝛽𝐶𝐺(𝐹𝑡𝑥𝑡+ℎ − 𝐹𝑡−1𝑥𝑡+ℎ) + 𝑒𝑟𝑟𝑜𝑟𝑡. (11) 

As shown in CG, estimates for the parameters of information rigidity, 𝜆 or (1 − 𝐺), are obtained 

from the coefficient on forecast revision, which obeys 𝛽𝐶𝐺 =  𝜆 (1 −  𝜆)⁄  and 𝛽𝐶𝐺 =

 (1 − 𝐺) 𝐺⁄  for the sticky and noisy information models, respectively. The time-series 

regression is estimated for each of the above four variables and forecast horizons.5 The horizons 

of the quarterly forecasts in the SPF run from the current quarter to four quarters ahead, and 

due to the lagged forecast in the forecast revision, estimates can be obtained for ℎ = 0,1,2,3.  

Alternative micro-level estimates for the same variables and horizons are derived from 

specification (1), using the individual forecasts. For the sake of comparison to the CG estimates, 

specification (1) is estimated, at this stage, as a panel regression for the whole sample period. 

As shown above, the estimates for 𝜆 and (1 − 𝐺) are directly the estimates for the coefficient 

𝛽 in (1). 

The results are presented in Figure 1, where the CG estimates are displayed in red and 

the new micro-level estimates in blue. Two striking differences emerge. First, the new estimates 

are much more precise than the CG estimates, as reflected in the confidence intervals. In several 

cases, the CG estimates are not significantly different from zero. For example, the estimates of 

 
5 As in CG, here real GDP forecasts are converted to growth-rate forecasts for the sake of comparison. 

In subsequent analyses, I use the original forecasts from the survey.  
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information rigidity for inflation are not significant for any horizon except the current quarter 

forecasts (ℎ = 1,2,3) and are even negative in the case of ℎ = 2. The estimates from 

specification (1), by contrast, are all positive and highly significant. Second, the new estimates 

are usually higher than the CG estimates. The CG estimate of information rigidity in inflation 

for ℎ = 2, for instance, is even negative, while the estimate from specification (1) is 0.5. For 

the unemployment variable the gap between the estimates is about 0.1 for all forecast horizons. 

This confirms the concern about a downward bias in the CG estimates, which are sensitive to 

the presence of a common noise, suggesting that the quantitative importance of inattention in 

expectations formation is even higher than previously assessed in the literature.      

4.2. Time variation 

The main strength of the micro-level specification (1) compared to the mean-level specification 

of CG is that it allows us to track changes in information frictions over time. In order to examine 

variation in information rigidity parameters over time, CG have to pool different variables and 

forecast horizons together. This provides them with several observations for each quarter, 

which they use to run their regression quarter by quarter. Applying this method to the mean 

forecasts from the Survey of Professional Forecasters, they document an increase in the degree 

of information rigidity over the course of the Great Moderation, which is interpreted, along the 

lines of rational inattention models (e.g., Sims, 2003; Mackowiak and Wiederholt, 2009), as 

representing a growing inattention to information by forecasters, in response to greater 

economic stability. 

At the same time, CG also provide evidence for significant change in the degree of 

information rigidity across different variables. Thus, pooling together different variables may 

not reveal a clear picture of how inattention evolves over time. However, by utilizing the 

individual forecast data from the survey and applying specification (1), it is possible to take a 

specific variable and still run a quarter-by-quarter estimation with two or a few consecutive 

cross-sections from the survey.  
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Panel A of Figure 2 presents the results from this exercise for the four key variables in 

the SPF survey. Specification (1) was estimated for each variable quarter by quarter. In each 

quarter the specification uses data from the last 8 cross-sections in the survey (and additional 

cross-section for the lag), which is equivalent to only 2 years of data. For example, the estimate 

for 2000Q1 is based on quarterly data from 1998Q1 to 2000Q1. Only forecasts with a year-

ahead horizon are used (ℎ = 3). This narrow window of time provides 150 to 200 observations 

for each quarter, which is similar to the number of observations used by CG for the time-series 

estimation over the whole period. Each panel in Figure 2 refers to a different variable. The black 

lines show the quarter-by-quarter coefficient estimates from specification (1), with a 95% 

confidence interval in the shaded areas. The thick blue line is a non-parametric smoother, which 

highlights low frequency trends. 

The first thing to notice in Panel A is that all the estimates are strictly inside the interval 

between 0 and 1. This also applies to the confidence intervals, which are impressively tight 

despite being based on only 2 years of data. Thus, the nulls of  𝛽 = 0 and 𝛽 = 1 that are implied 

by alternative models of expectations are overwhelmingly rejected in the data. This result 

provides support for the informational interpretation, according to which individual beliefs are 

driven by heterogeneity in information and gradually converge over time. The rate of 

convergence is determined by the degree of information rigidity.    

However, examining more closely the variation in information rigidity over time, 

variable by variable, reveals that there is no uniform trend as in the results of CG:  for inflation 

and GDP there is an upward trend since the beginning of the 1980s over the course of the Great 

Moderation, while for the Treasury bill and unemployment rates the long-run trend seems quite 

flat. Indeed, even for inflation and GDP, an interesting departure in the paths of estimated 

coefficients can be noticed: for GDP, information rigidity peaks already in the mid-1990s and 

then drops substantially, while for inflation, information rigidity gradually increases into the 

2000s and even beyond, except for a temporary fall around the Great Recession. 

The finding that an increase in inattention is pronounced mainly for inflation can be 

partly explained by the decline in inflation persistence in the US, which was well documented 
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in the literature. Such a decline in the persistence of the fundamental would result in an increase 

of  (1 − 𝐺) in the noisy information framework, which is the estimated parameter in 

specification (1), as shown above. Nevertheless, the varying trends of information rigidity 

across different variables require a more rigorous examination of the underlying reasons. It 

further seems that differences in information rigidities across macroeconomic variables are not 

consistent over time and may reflect a shift in attention from some variables to others, which 

policy makers would like to be aware of. Such shifts can bee tracked in real time by our micro-

level measure. 

4.3. Variation across horizons 

Figure 2 highlights another important result that contradicts the findings in CG. The results in 

Panel A of the figure are based on quarterly forecasts from the SPF survey with a specific 

forecast horizon of ℎ = 3. That is, we run the deviation of the three-quarters-ahead forecasts 

from the mean on the lagged deviation of the four-quarters-ahead forecasts from the mean. 

Panel B presents the results from the same estimation procedure, except that the forecast 

horizon is shorter, specifically, ℎ = 0. CG examine whether there is a variation in estimates 

across horizons. Using their mean-level specification, as in (11), they find some increase in 

estimates of information rigidity when the horizon is longer, but this difference is not 

statistically significant.  

This result is important since in both sticky and noisy information models, the 

underlying parameters of information rigidity should be the same across forecast horizons. 

According to our new interpretation of those parameters, the persistence of disagreement among 

individuals does not depend on the horizon. Nevertheless, when we compare the two panels of 

Figure 2, we see a clear and consistent change in the estimates. Specifically, the estimates in 

Panel A (longer horizon) mostly fluctuate in the interval between 0.4 and 0.6, while the 

estimates in Panel B (shorter horizon) mostly fluctuate in the interval between 0.2 and 0.4. 

Thus, a difference of an order of magnitude is observed over the whole sample period. 
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It therefore seems that, when we utilize more data at the forecaster level due to the 

proposed specification, there is some link between information rigidity to the forecast horizon 

after all. But, as stressed above, there is no clear explanation for this pattern under the canonical 

models of sticky and noisy information. 

4.4. Information frictions in long-run forecasts 

More recently, the SPF survey began to provide long-run projections for the above four 

macroeconomic variables. Long-run expectations are highly valuable for policy makers, as they 

can shed light on policy credibility and expectations anchoring. Despite the great interest in 

examining information frictions with respect to these projections, it is not possible with the CG 

specification as it requires data on the actuals. Specification (1) however enables us to examine 

this issue for the first time. 

There is no clear prediction from the above models about whether the degree of 

information frictions should be higher for long-run expectations relative to standard forecasts. 

In the model of sticky information, rigidity is governed by the updating parameter 𝜆, and there 

is no reason to expect that it will be different for long-run forecasting. In the noisy information 

framework, information rigidity is captured by the weight placed on previous information, 

(1 − 𝐺), which in turn depends on the signal-to-noise ratio and the persistence of the underlying 

process. On the one hand, it could be argued that signals about the unobserved long run are 

noisier than signals about actuals employed by standard forecasts (higher 𝜎𝜔
2 ), and hence drive 

(1 − 𝐺) upward. On the other hand, the persistence of long-run innovations is higher (higher 

𝜌), which affects  (1 − 𝐺)  in the opposite way. There is also ambiguity about the volatility of 

long-run innovations versus short-run  innovations (𝜎𝜐
2), which also creates differences in the 

signal-to-noise ratio. Consequently, there is particular interest in the empirical investigation of 

this issue.   

Figure 3 displays estimates of the information rigidity parameter over time for the long-

run projections in the SPF survey. Ten-year CPI inflation forecasts are collected quarterly since 

the beginning of the 1990s. Accordingly, coefficient estimates for this variable (Panel A), based 
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on specification (1), are also provided quarter by quarter using the last 8 cross-sections, as in 

the previous figure.  The other long-run forecasts are collected only once a year. Forecasts of 

the 10-year real GDP growth rate and the 10-year rate of the 3-month Treasury bill are available 

since 1992. Projections of the natural rate of unemployment are available since 1996. Hence, 

for these variables, specification (1) was estimated year by year using the last 4 (annual) cross-

sections, and the results are shown in Panels B, C, and D of Figure 3. 

Interestingly, the estimates of information rigidity are especially high for long-run 

inflation, ranging mostly from 0.8 to 0.9. For the other variables, the estimates are mainly 

around 0.5 to 0.6, but after an adjustment of the annual frequency to the quarterly frequency, 

the magnitude is similar to inflation (e.g., 0.83 is about 0.5). Thus, compared to the estimates 

in Figure 2 for the current quarter or year-ahead forecasts, the disagreement in long-run belies 

is notably more persistent, representing a higher degree of information frictions.6 It seems 

therefore that in terms of the noisy information setup, the stronger noise in long-run forecasting 

has a decisive effect. This provides a new perspective on the effect of policy on expectations, 

suggesting more room for further measures of expectations anchoring.  

4.5. COVID-19: Attention please! 

The micro-level measure of information frictions can track the response of expectations to 

major events, such as the COVID-19 outbreak. Figure 4 provides coefficient estimates from 

applying specification (1) to the SPF waves of 2020Q1 and 2020Q2. The forecasts in the two 

waves were collected on the first halves of February and May 2020, respectively, which is 

before and after the outbreak of the pandemic outside China. The results demonstrate a dramatic 

decrease in disagreement persistence7. The estimates for the 2020Q2 wave are insignificant for 

all four macro variables. For GDP and unemployment, they are even negative. By contrast, the 

estimates for the previous quarter are all significant, around the 0.5 level or higher (inflation). 

 
6 Despite the persistent disagreement in long-run beliefs, the estimates in Figure 3 are still significantly 

below 1 for almost any point in time. Thus, long-run beliefs finally converge, albeit slowly. This evidence 

runs counter to the model of Patton and Timmermann (2010), in which expectations formation is 

characterized by permanent disagreement about the long run.  
7 The reported estimates are based on forecast horizon of ℎ = 3 . A similar drop is also documented for 

the shorter horizons.   
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Along the lines of rational inattention, this dramatic change reflects a sudden rise of attention 

in response to the crisis.8 

To put this result into perspective, two additional dramatic events are explored in 

Figure 4: The burst of the financial crisis in the Great Recession and the 9/11 terror attack in 

2001. The collapse of the big financial firms in the US happened in September 2008 and 

therefore the SPF waves from 2008Q3 and 2008Q4 are compared to each other. For the 9/11 

attack the comparison is between 2001Q3 and 2001Q4. As opposed to the COVID-19 results, 

the response to these events, as reflected by the coefficient estimates, is quite moderate. All the 

estimates remain in the range between 0 and 1. Following the financial collapse, the estimates 

for all variables decline from above 0.5 to below 0.4, but remain positive and significant. 

Following the 9/11 attack, only the estimate for unemployment declines substantially and 

become insignificant. Hence, according to our measure, the rise of attention in response to the 

COVID-19 is unprecedented. More generally, the level of attention may depend on 

characteristics of the shock hitting the economy.  This result also illustrates the usefulness of 

the micro-level specification for detecting real-time response of expectations to economic 

shocks.  

  

5. Conclusion 

This paper provides a micro-level method for quantifying information frictions in expectations. 

Instead of the specification proposed by Coibion and Gorodnichenko (2015), which can only 

be applied to mean-level forecasts, I propose a simple alternative specification that relies on 

forecast heterogeneity as an outcome of information heterogeneity, and estimates the 

persistence in forecast disagreement. I show that this persistence is directly mapped to 

underlying parameters of information rigidities in prominent models of expectations formation. 

This new interpretation can also be used to rule out some alternative models of expectations 

 
8 In principle, two opposing channels can be involved. A major event is more visible and induces more 

attention, but also increases uncertainty (see also Baker et al., 2020). Our measure can thus find which 

channel dominates in response to a certain event.   
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that impose testable restrictions on the persistence in disagreement. Furthermore, analyzing the 

persistence in disagreement provides a new perspective on expectations anchoring, as 

demonstrated by the application of our method to long-run expectations. The micro-level 

method provides policy-makers with a simple tool for tracking inattention in real time, as 

demonstrated by the COVID-19 evidence. 

Reexamining the survey forecasts from the SPF, I obtained higher estimates of 

information rigidity relative to the estimates of CG, by ruling out the common noise bias. Two 

additional key findings of CG are revised. First, it is found that the level of information rigidity 

changes over time, but that the path is quite different across different variables. Second, 

information rigidity estimates are consistently larger for a longer horizon (a year ahead) relative 

to a shorter horizon (current quarter). This second finding poses a new challenge to the approach 

that emphasizes information heterogeneity in expectations. Specifically, it suggests that 

information heterogeneity should be extended to additional dimensions, beyond cross-sectional 

variation, in order to sufficiently characterize expectations formation. This new direction is left 

for a work in progress by Goldstein and Gorodnichenko. 
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Figure 1: Information Rigidity Estimates: Micro- and Mean-Level Methods 

Panel B: Real GDP Growth Panel A: CPI  Inflation 

  

Panel D: Unemployment Panel C: 3-Month Treasury Bill Rate 

  
Notes: The figure plots estimates of information rigidity, based on the micro-level specification (1) 

(blue) and the mean-level specification (11) based on CG (red). The coefficient estimate from (11) 

was transformed to an estimate of the information rigidity parameter, as explained in the main text.  

Both specifications were estimated for each of the variables indicated at the top of the panels, using 

the SPF forecasts for various horizons. The sample period is 1981Q3–2017Q4 for inflation and the 

Treasury bill rate, and 1968Q1–2017Q1 for GDP growth and unemployment. Each circle represents 

a point estimate and whiskers show the 95% confidence interval. Standard errors are Driscoll and 

Kraay (1998) for the micro-level estimates and Newey and West (1987) for the mean-level estimates. 
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Figure 2: Information Rigitidy over Time 

Panel A: Year-Ahead Forecasts 

Real GDP CPI  Inflation 

  
Unemployment 3-Month Treasury Bill Rate 

  

Panel B: Quarter-Ahead Forecasts 

 Real GDP CPI  Inflation 

  
Unemployment 3-Month Treasury Bill Rate 

  
Notes: The figure plots estimates of information rigidity, based on coefficient estimates in 

specification (1). The specification was estimated for each of the specified variables, using SPF 

forecast data for ℎ = 3 in the top panel and ℎ = 0 in the bottom panel. Each point on the black lines 

is an OLS estimate using the forecasts data from the last 8 quarters with the shaded area showing the 

95% confidence interval. All standard errors are Driscoll and Kraay (1998). The blue and red lines are 

local mean smoothers with an Epanechnikov kernel.  
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Figure 3: Information Rigitidy in Long-Run Forecasts 

Panel B: Real GDP Growth Panel A: CPI  Inflation 

  

Panel D: Unemployment Panel C: 3-Month Treasury Bill Rate 

  
Notes: The figure plots estimates of information rigidity, based on coefficient estimates in 

specification (1). The specification was estimated using the following long-run forecasts from the SPF 

data: 10-year CPI infation (A), 10-year real GDP growth (B), 10-year rate of 3-month Treasury bill 

(C), natural rate of unemployment (D).  For the inflation variable, each point on the black line is an 

OLS estimate using forecast data from the last 8 quarters. For the other variables, each point on the 

black lines is an OLS estimate using forecast data from the last 4 years (annual data). The shaded area 

shows the 95% confidence interval. All standard errors are Driscoll and Kraay (1998). The green lines 

are local mean smoothers with an Epanechnikov kernel.  
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Figure 4: Response to Major Events 

Panel A: COVID-19 

After: 2020Q2 Before: 2020Q1 

  

Panel B: 2008 Financial Crisis 

After: 2008Q4 Beore: 2008Q3 

  

Panel C: 9/11 Attack 

After: 2001Q4 Beore: 2001Q3 

  
Notes: The figure plots estimates of information rigidity for specified quarters around three major 

events, based on coefficient estimates in specification (1). The estimation is applied to cross-sections 

of SPF forecasts of four macroeconomic variables in the specified quarters. Each circle presents a 

point estimate and whiskers show the 95% confidence interval. CPI = CPI inflation, GDP  = real GDP, 

INT = 3-month Treasury bill interest rate, UNEMP = unemployment rate. 
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Appendix A: Noisy Information with Common Noise  

Consider the following state-space representation: 

State: 𝑥𝑡 = 𝜌𝑥𝑡−1 + 𝜐𝑡,  

Measurement:   𝑦𝑡
𝑖 = 𝑥𝑡 + 𝜔𝑡

𝑖 + 𝑒𝑡,  

where 𝜐𝑡 ∼ 𝑖𝑖𝑑 𝑁(0, 𝜎𝜐
2) is the shock to the fundamental and  𝑦𝑡

𝑖 is a signal received by 

individual 𝑖 at time 𝑡 about the fundamental 𝑥𝑡, which contains both an individual-specific noise 

𝜔𝑡
𝑖 ∼ 𝑖𝑖𝑑 𝑁(0, 𝜎𝜔

2 ) and a common noise 𝑒𝑡 ∼ 𝑖𝑖𝑑 𝑁(0, 𝜎𝑒
2) . The shock to the state and the two 

types of noise are assumed to be uncorrelated.  

The variance of the (one-step-ahead) forecast error, denoted by Ψ, can be solved by the Ricatti 

equation, i.e., Ψ = 𝜌2{Ψ − Ψ(Ψ + 𝜎𝜔
2 + 𝜎𝑒

2)−1Ψ} + 𝜎𝜐
2. The Kalman gain is then obtained by 

G = Ψ(Ψ + 𝜎𝜔
2 + 𝜎𝑒

2)−1 and the Kalman filter forecast is  

𝐹𝑡
𝑖𝑥𝑡+ℎ = 𝜌ℎ𝐹𝑡

𝑖𝑥𝑡 = 𝜌ℎ[𝐹𝑡−1
𝑖 𝑥𝑡 + 𝐺(𝑦𝑡

𝑖 − 𝐹𝑡−1
𝑖 𝑥𝑡] = (1 − 𝐺)𝐹𝑡−1

𝑖 𝑥𝑡+ℎ + 𝐺𝜌ℎ𝑦𝑡
𝑖 =

(1 − 𝐺)𝐹𝑡−1
𝑖 𝑥𝑡+ℎ + 𝐺𝜌ℎ𝑥𝑡 + 𝐺𝜌ℎ𝜔𝑡

𝑖 + 𝐺𝜌ℎ𝑒𝑡, 

where the last step uses the measurement equation. By taking the average across agents, only 

the idiosyncratic noise component vanishes away, while the common component of the noise 

remains, i.e., 

𝐹𝑡𝑥𝑡+ℎ = (1 − 𝐺)𝐹𝑡−1𝑥𝑡+ℎ + 𝐺𝜌ℎ𝑥𝑡 + 𝐺𝜌ℎ𝑒𝑡. 

Thus, the common noise appears in the same way in both individual and average forecasts. It 

follows that the deviation of the individual forecast from the mean will not contain any common 

noise component:  

𝐹𝑡
𝑖𝑥𝑡+ℎ − 𝐹𝑡𝑥𝑡+ℎ = (1 − 𝐺)(𝐹𝑡−1

𝑖 𝑥𝑡+ℎ − 𝐹𝑡−1𝑥𝑡+ℎ) + 𝐺𝜌ℎ𝜔𝑡
𝑖 . 

This is the same relation obtained in equation (10) in the main text. The estimation of the 

information rigidity parameter, (1 − 𝐺), as the coefficient on the lagged deviation from the 

mean forecast is therefore insensitive to the presence of common noise. The only difference is 

that the Kalman gain will be affected by the variance of an additional noise component. This is 

in contrast to CG who show that in their specification the estimate of (1 − 𝐺) will be biased 

downward in the presence of a common noise.  
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Appendix B: Extension to AR(p) Process 

Suppose that the state-space representation is as follows: 

State: 

𝑧𝑡 ≡ [

𝑥𝑡

⋮
𝑥𝑡−𝑝+1

] = [

𝑏1 … … 𝑏𝑝

1 0 0 0
⋱ ⋱ ⋱ ⋱
0 ⋱ 1 0

] 𝑧𝑡−1 + 𝐻′𝜈𝑡 = 𝐵𝑧𝑡−1 + 𝐻′𝜈𝑡 , 

where 𝐻 = [1 0 … 0] and 𝜈𝑡 ∼ 𝑖𝑖𝑑 𝑁(0, 𝜎𝜈
2). 

Measurement: 𝑦𝑡
𝑖 = 𝐻𝑧𝑡 + 𝜔𝑡

𝑖  ,  

where 𝜔𝑡
𝑖 ∼ 𝑖𝑖𝑑 𝑁(0, Σ𝜔). Applying the Kalman filter solution, the optimal forecast for the 

unobserved state 𝑧𝑡 evolves as follows: 

𝑧𝑡|𝑡(𝑖) = 𝑧𝑡|𝑡−1(𝑖) + 𝐺 (𝑦𝑡
𝑖 − 𝐻𝑧𝑡|𝑡−1(𝑖)) = (𝐼 − 𝐺𝐻)𝑧𝑡|𝑡−1(𝑖) + 𝐺(𝐻𝑧𝑡 + 𝜔𝑡

𝑖 ), 

where 𝐺 is now the Kalman gain vector. For the forecast at horizon ℎ, note that 𝑧𝑡+ℎ|𝑡(𝑖) =

𝐵ℎ𝑧𝑡|𝑡(𝑖). Therefore, the formation of 𝑧𝑡+ℎ|𝑡(𝑖) can be described as 

𝑧𝑡+ℎ|𝑡(𝑖) = 𝐵ℎ(𝐼 − 𝐺𝐻)(𝐵ℎ)
−1

𝑧𝑡+ℎ|𝑡−1(𝑖) + 𝐵ℎ𝐺𝐻𝑧𝑡 + 𝐵ℎ𝐺𝜔𝑡
𝑖 . 

Averaging across individuals to obtain the mean forecast causes the noise term to vanish. Thus 

(index 𝑖 is omitted to express the mean forecast):  

𝑧𝑡+ℎ|𝑡 = 𝐵ℎ(𝐼 − 𝐺𝐻)(𝐵ℎ)
−1

𝑧𝑡+ℎ|𝑡−1 + 𝐵ℎ𝐺𝐻𝑧𝑡 . 

Subtracting the average from the individual forecast yields  

𝑧𝑡+ℎ|𝑡(𝑖) − 𝑧𝑡+ℎ|𝑡 = 𝐵ℎ(𝐼 − 𝐺𝐻)(𝐵ℎ)
−1

(𝑧𝑡+ℎ|𝑡−1(𝑖) − 𝑧𝑡+ℎ|𝑡−1) + 𝐵ℎ𝐺𝜔𝑡
𝑖 . 

Thus, an extended version of specification (1) can be expressed as  

𝐹𝑡
𝑖𝑥𝑡+ℎ − 𝐹𝑡𝑥𝑡+ℎ = 𝛽1(𝐹𝑡−1

𝑖 𝑥𝑡+ℎ − 𝐹𝑡−1𝑥𝑡+ℎ) + 𝛽2(𝐹𝑡−1
𝑖 𝑥𝑡+ℎ−1 − 𝐹𝑡−1𝑥𝑡+ℎ−1) + ⋯ +

𝛽𝑝(𝐹𝑡−1
𝑖 𝑥𝑡+ℎ−(𝑝−1) − 𝐹𝑡−1𝑥𝑡+ℎ−(𝑝−1)) + 𝑒𝑟𝑟𝑜𝑟𝑡, 

where the 𝛽 coefficients are the top elements of the “rigidity”-based matrix 𝐵ℎ(𝐼 −

𝐺𝐻)(𝐵ℎ)
−1

. Specification (1) is therefore augmented with additional deviations of lagged 

forecasts from the mean, depending on the order of the underlying AR(p) process. A similar 

extension can be obtained for VAR(p) process.   
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Appendix C: Heterogenous Loss Aversion 

According to Elliot et al. (2005, 2008) and Capistrán and Timmermann (2009), biased 

forecast errors observed in surveys may result from an asymmetric preference for positive over 

negative forecast errors or vice versa. Different asymmetrical tendencies across individuals may 

thus explain forecast disagreement. More formally, following Capistrán and Timmermann 

(2009), this asymmetry is modeled by a LINEX loss function over forecast errors: 

𝐿(𝐹𝐸𝑡
𝑖𝑥𝑡+ℎ; 𝜃𝑖) = [𝑒𝑥𝑝(𝜃𝑖𝐹𝐸𝑡

𝑖𝑥𝑡+ℎ) − 𝜃𝑖𝐹𝐸𝑡
𝑖𝑥𝑡+ℎ − 1] 𝜃𝑖

2⁄ , 

where 𝐹𝐸𝑡
𝑖𝑥𝑡+ℎ ≡ 𝑥𝑡+ℎ − 𝐹𝑡

𝑖𝑥𝑡+ℎ is the forecast error of forecaster 𝑖 and 𝜃𝑖 is the asymmetry 

parameter. Positive 𝜃𝑖 corresponds to positive error loss aversion, while negative 𝜃𝑖 

corresponds to the opposite. As 𝜃𝑖 shrinks to zero the function converges to the regular 

(symmetric) squared error loss function. 

The optimal individual forecast that minimizes the specified loss function is  

𝐹𝑡
𝑖𝑥𝑡+ℎ = 𝐸𝑡𝑥𝑡+ℎ +

1

2
𝜃𝑖𝜎𝑡+ℎ|𝑡

2 , 

where the variable 𝑥 is assumed to be normally distributed with conditional mean, as 

represented by the rational expectation term 𝐸𝑡𝑥𝑡+ℎ, and with conditional variance 𝜎𝑡+ℎ|𝑡
2 . 

Thus, the individual forecast is biased relative to the rational expectation by a term that depends 

on the asymmetric tendency parameter 𝜃𝑖 and the variance of 𝑥. 

When averaging across individuals the mean forecast is    

𝐹𝑡𝑥𝑡+ℎ = 𝐸𝑡𝑥𝑡+ℎ +
1

2
𝜃𝜎𝑡+ℎ|𝑡

2 , 

where 𝜃 denotes the average of 𝜃𝑖 across individuals. It follows that the deviation of an 

individual forecast from the mean is 

𝐹𝑡
𝑖𝑥𝑡+ℎ − 𝐹𝑡𝑥𝑡+ℎ =

1

2
𝜎𝑡+ℎ|𝑡

2 (𝜃𝑖 − 𝜃). 

Similarly, at time 𝑡 − 1 the deviation from the mean is  

𝐹𝑡−1
𝑖 𝑥𝑡+ℎ − 𝐹𝑡−1𝑥𝑡+ℎ =

1

2
𝜎𝑡+ℎ|𝑡−1

2 (𝜃𝑖 − 𝜃). 

If the conditional variance of the fundamental is constant (𝜎𝑡+ℎ|𝑡
2 = 𝜎2), the individual-mean 

gap is also constant over time: 

𝐹𝑡
𝑖𝑥𝑡+ℎ − 𝐹𝑡𝑥𝑡+ℎ = 𝐹𝑡−1

𝑖 𝑥𝑡+ℎ − 𝐹𝑡−1𝑥𝑡+ℎ. 

Thus, when estimating specification (1), we get a perfect fit with 𝛽 = 1. The deviation from 

the mean does not decay to zero, because the underlying reason for the bias – the asymmetric 

tendency – remains.  
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Assume now that the conditional variance 𝜎𝑡+ℎ|𝑡
2  is not constant, but instead follows a 

GARCH(1,1) process, as in Capistrán and Timmermann (2009):  

𝜎𝑡+1|𝑡
2 = 𝛼0 + 𝛼1𝜐𝑡

2 + 𝛽1𝜎𝑡|𝑡−1
2 . 

where 𝜐𝑡 is the shock to the fundamental. In this case, the relationship between the deviation of 

an individual from the mean and the lagged deviation is augmented to 

𝐹𝑡
𝑖𝑥𝑡+ℎ − 𝐹𝑡𝑥𝑡+ℎ = 𝐹𝑡−1

𝑖 𝑥𝑡+ℎ − 𝐹𝑡−1𝑥𝑡+ℎ +
1

2
(𝜃𝑖 − 𝜃)(𝜎𝑡+ℎ|𝑡

2 − 𝜎𝑡+ℎ|𝑡−1
2 ). 

Hence, the coefficient on the lagged deviation still equals 1, but there is an additional residual 

term that corresponds to the error term in specification (1). The residual depends on two 

differences. First, (𝜃𝑖 − 𝜃) is the cross-sectional difference in the asymmetry parameter, which 

has a zero mean across agents. Second, (𝜎𝑡+ℎ|𝑡
2 − 𝜎𝑡+ℎ|𝑡−1

2 ) represents an innovation to the 

conditional variance between time 𝑡 − 1 and time 𝑡. Specifically: 

𝜎𝑡+ℎ|𝑡
2 = 𝛼0 ∑ (𝛼1 + 𝛽1)𝑖

ℎ−1

𝑖=0
+ (𝛼1 + 𝛽1)ℎ−1(𝛼1𝜐𝑡

2 + 𝛽1𝜎𝑡|𝑡−1
2 ) 

𝜎𝑡+ℎ|𝑡−1
2 = 𝛼0 ∑ (𝛼1 + 𝛽1)𝑖

ℎ−1

𝑖=0
+ (𝛼1 + 𝛽1)ℎ−1(𝛼1𝜎𝑡|𝑡−1

2 + 𝛽1𝜎𝑡|𝑡−1
2 ) 

such that  

𝜎𝑡+ℎ|𝑡
2 − 𝜎𝑡+ℎ|𝑡−1

2 = (𝛼1 + 𝛽1)ℎ−1𝛼1(𝜐𝑡
2 − 𝜎𝑡|𝑡−1

2 ), 

where 𝜐𝑡
2 − 𝜎𝑡|𝑡−1

2  is the difference between the realized volatility of the shock at time 𝑡 and its 

expected value. It follows that (𝜎𝑡+ℎ|𝑡
2 − 𝜎𝑡+ℎ|𝑡−1

2 ) has a zero mean over time. Thus, the 

residual term has a zero mean in both the cross-sectional and time dimensions. 

However, in general, the residual might be cross-sectionally correlated with the lagged 

deviation from the mean, due to the individual-specific asymmetry parameter 𝜃𝑖. Denote the 

expectation across agents by 𝐸𝑖;then, we have  

𝐸𝑖 [
1

2
(𝜃𝑖 − 𝜃)(𝜎𝑡+ℎ|𝑡

2 − 𝜎𝑡+ℎ|𝑡−1
2 )(𝐹𝑡−1

𝑖 𝑥𝑡+ℎ − 𝐹𝑡−1𝑥𝑡+ℎ)]

= 𝐸𝑖 [
1

2
(𝜃𝑖 − 𝜃)(𝜎𝑡+ℎ|𝑡

2 − 𝜎𝑡+ℎ|𝑡−1
2 )

1

2
(𝜃𝑖 − 𝜃)𝜎𝑡+ℎ|𝑡−1

2 ]

=
1

4
𝜎𝑡+ℎ|𝑡−1

2 (𝜎𝑡+ℎ|𝑡
2 − 𝜎𝑡+ℎ|𝑡−1

2 )𝑉𝑎𝑟(𝜃𝑖) 

It follows that in a cross-sectional OLS estimation of specification (1), with heterogeneous loss 

aversion and conditional volatility, the coefficient estimate could be biased either upward or 

downward from 1. The sign of the bias will depend on the sign of the innovation to the 

conditional volatility (𝜎𝑡+ℎ|𝑡
2 − 𝜎𝑡+ℎ|𝑡−1

2 ).  
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Appendix D: Heterogeneous Beliefs about Long-Run Means  

 

Following Patton and Timmermann (2010), each forecaster has a prior 𝜇𝑖 about the long-run 

value of 𝑥𝑡 . Forecasts are then formed as a weighted average of the long-run belief and an 

optimal forecast from a noisy information framework: 

𝐹𝑡
𝑖𝑥𝑡+ℎ = 𝜔𝜇𝑖 + (1 − 𝜔)𝑥𝑡+ℎ|𝑡(𝑖), 

 where 𝑥𝑡+ℎ|𝑡(𝑖) is a forecast formed via a Kalman filter, as in equation (8) in the main text, 

given the state-space representation in (6) and (7). The weight 𝜔 is a shrinkage factor that is 

common across agents. 

Taking the average across forecasters we obtain 

𝐹𝑡𝑥𝑡+ℎ = 𝜔𝐸𝑖(𝜇𝑖) + (1 − 𝜔)𝑥𝑡+ℎ|𝑡, 

where 𝑥𝑡+ℎ|𝑡, without index 𝑖, denotes the mean forecast in the noisy information framework. 

Subtracting the average forecast from the individual forecast, and using the result obtained in 

equation (10) for the noisy information model, we get 

𝐹𝑡
𝑖𝑥𝑡+ℎ − 𝐹𝑡𝑥𝑡+ℎ = 𝜔(𝜇𝑖 − 𝐸𝑖(𝜇𝑖)) + (1 − 𝜔)(𝑥𝑡+ℎ|𝑡(𝑖) − 𝑥𝑡+ℎ|𝑡)

= 𝜔(𝜇𝑖 − 𝐸𝑖(𝜇𝑖)) + (1 − 𝜔) ((1 − 𝐺)(𝑥𝑡+ℎ|𝑡−1(𝑖) − 𝑥𝑡+ℎ|𝑡−1) + 𝑢𝑡+ℎ,𝑡
𝑖 )

= (1 − 𝐺)[𝜔(𝜇𝑖 − 𝐸𝑖(𝜇𝑖)) + (1 − 𝜔)(𝑥𝑡+ℎ|𝑡−1(𝑖) − 𝑥𝑡+ℎ|𝑡−1)]

+ 𝐺𝜔(𝜇𝑖 − 𝐸𝑖(𝜇𝑖)) + (1 − 𝜔)𝑢𝑡+ℎ,𝑡
𝑖  

Notice that the term in square brackets corresponds to the deviation from the mean forecast in 

period 𝑡 − 1. Hence, the relationship between the current deviation from the mean forecast and 

the lagged deviation, according to the framework in Patton and Timmermann (2010), can be 

written as    

𝐹𝑡
𝑖𝑥𝑡+ℎ − 𝐹𝑡𝑥𝑡+ℎ = (1 − 𝐺)[𝐹𝑡−1

𝑖 𝑥𝑡+ℎ − 𝐹𝑡−1𝑥𝑡+ℎ] + 𝐺𝜔(𝜇𝑖 − 𝐸𝑖(𝜇𝑖)) + (1 − 𝜔)𝑢𝑡+ℎ,𝑡
𝑖 . 

Thus, the coefficient on the lagged deviation from the mean is (1 − 𝐺), as in the noisy 

information model, but due to different beliefs about the long run, there is an additional variable 

on the right-hand-side, (𝜇𝑖 − 𝐸𝑖(𝜇𝑖)), which is the deviation of the individual prior from the 

mean prior. This deviation varies only across agents and not over time.  It follows that the 

deviation of the individual forecast from the mean does not converge to zero, as in the noisy 

information model. Rather it converges to 𝜔(𝜇𝑖 − 𝐸𝑖(𝜇𝑖)), due to the constant divergence in 

priors.    


